
Security and Reliability Challenges in Machine Learning
for EDA: Latest Advances

Invited Paper

Zhiyao Xie*, Tao Zhang, Yifeng Peng
Hong Kong University of Science and Technology

*eezhiyao@ust.hk

ABSTRACT
The growing IC complexity has led to a compelling need for design
efficiency improvement through new electronic design automation
(EDA) methodologies. In recent years, many innovative machine
learning (ML)-based solutions have been proposed for EDA appli-
cations. While these ML solutions demonstrate great potential in
the circuit design flow, however, the hidden security and model
reliability problems are rarely discussed until recently. In this pa-
per, we present some latest research advances in the security and
reliability challenges in ML for EDA.

1 INTRODUCTION
Driven by the continuously growing complexity of integrated cir-
cuits (ICs), design companies are in increasingly greater demand
for experienced manpower and stressed with unprecedented longer
turnaround time. The nonrecurring engineering (NRE) cost asso-
ciated with chip design also keeps skyrocketing accordingly [12].
Therefore, there is a compelling need for an essential improvement
in IC design efficiency through new methodologies and design
automation techniques. To achieve this, machine learning (ML)
techniques are considered highly promising.

In recent years, machine learning for EDA has become a trending
topic [10, 27]. ML models are developed to improve the predictabil-
ity in chip design flows, by providing early feedback on downstream
design quality or accelerating the solution of EDA problems. These
ML models learn from prior design solutions and typically perform
orders-of-magnitude faster design quality evaluations or optimiza-
tions. We have witnessed ML solutions targeting various design
objectives, covering all major design stages for both analog and
digital designs [10, 27]. Some techniques are further adopted in
commercial EDA tools [2, 30]. In both EDA academia and industry,
ML for EDA has made an impressive impact. We have strong rea-
sons to believe ML models will be more widely adopted in design
automation in the future.

However, as ML techniques are introduced in design automation,
new security and model reliability1 concerns arise, while many
practitioners are not fully aware of them. A most recent survey
paper [36] provides the first systematic study on both security and
reliability problems in existing ML for EDA solutions. It categorized
relevant concerns into four types as below [36].

(1) Attacks against data privacy, e.g., attacks that try to infer
private information about design data. The victims are the

1The term reliability refers to trustworthy ML outputs, which can be safely used like
simulation results without additional time-consuming validation. In this context, this
term does not refer to the lifespan/robustness of a circuit.

training data providers. The attackers can be malicious com-
petitors targeting access to private data by exploiting their
access to trained ML models.

(2) Attacks against competitive advantage, e.g., attacks that
construct similar substitute ML models, which impair the
competitive advantage of the original model. The victims
are the model providers who wish to make a profit, and
the attacker can be malicious users who try to construct
substitute ML models.

(3) Attacks against ML performance, e.g., adversarial or poi-
soning backdoor attacks that cause model accuracy degra-
dation on specific testing samples. Victims are model users,
and attackers can be someone who wishes to fool the model
and introduce design deficiencies.

(4) Inherent unreliability in ML performance, e.g., unex-
pected serious model accuracy degradation on essentially
new test samples. Victims are model users, and there are no
attackers in this problem.

The survey [36] has verified the difficulty of attacking data pri-
vacy in challenge 1. After its publication, we further achieved some
latest advances in all three other challenges 2, 3, and 4. In this paper,
we will present some latest research advances about these security
and reliability challenges in ML for EDA.

2 ML FOR EDA BACKGROUND
2.1 Existing ML Solutions in EDA
Nowadays, ML-based research efforts can be observed at almost
all major stages of a typical VLSI design flow. For high-level syn-
thesis (HLS), models are proposed for fast quality of result (QoR)
estimation [6] and design space exploration [16]. Power models
are also proposed for fast power estimation [44] or runtime cir-
cuit management [33, 38]. At logic synthesis, ML models are pro-
posed for chip quality prediction [42] and optimization [9]. During
physical design, models perform predictions or optimizations on
almost all important design metrics, including timing [1, 34], macro
placement [11, 24], routability [5, 32], IR drop [37, 43], clock tree
quality [21], interconnect [35], crosstalk [15], 3D integration [22],
etc. Also, ML models are developed for design verification [13],
design for testability (DFT) [23], and lithography problems [40].
Besides specific design stages, design flow tuning [31] is another
well-explored topic.

ML-based methods are of course not only limited to digital de-
signs. As for analog design, similarly, various models have been



Table 1: Application Scenarios of ML for EDA [36]

Scenario Black-Box Trained Separated Provider & User
S1 ! ! !

S2 ! % !

S3 % ! %

developed for topology design [14], device sizing [8], pre-layout pre-
diction [28], layout evaluation [20], layout generation [39], analog
design testing [29], etc.

2.2 Application Scenarios
Table 1 presents three potential application scenarios or business
models ofML for EDA based on our anticipation. In the first scenario
S1, a separate ML model provider provides their well-trained model
as a black box to users, possibly through cloud services. This is very
similar to the popular ML-as-a-service (MLaaS) business model in
many general ML tasks, like the cloud services offered by Amazon,
Google, Microsoft, BigML, etc. Such cloud services allow model
providers to charge users for queries. These ML models are of high
commercial value. In this case, models will be vulnerable to attacks
against competitive advantage, attacks against ML performance,
and also unreliability problems.

Another possible scenario, S2, is to leave more tasks to users.
The model providers only design their ML methodology without
performing the training. The method is provided as a black box,
with information like selected features, model architecture, and
the optimization procedure not explicitly disclosed. Then users
can train and use their own customized ML models as a black box
with their own labeled data. Rather than being provided as stand-
alone services in S1, it is more likely for such methodologies to
be integrated and released together with existing EDA tools. This
business model can already be observed in some existing EDA tools
from vendors. In this case, models will be vulnerable to attacks
against ML performance and also unreliability problems.

Finally, ML model providers and users may not be separated.
Users in design companies can design and train their own models
for specific problems in their in-house design flow. This is scenario
S3 in Table 1. This rather private flow is less vulnerable to malicious
attacks. But it will still be affected by the inherent unreliability of
some ML models.

3 ATTACKS AGAINST ML MODEL
COMPETITIVENESS

3.1 ML Models Competitiveness Overview
As indicated by scenario S1 in Table 1, trained ML models can be
provided on the cloud as a service in ML for EDA. Such MLaaS typi-
cally charges clients based on their queries. For service providers, it
takes extensive efforts to construct high-quality models, involving
data collection, label generation, ML model design, ML model train-
ing and testing, etc. Considering such costly development process,
these trained ML models are important business asset.

However, it is possible for attackers to ‘steal’ these models. Here
the ‘steal’ broadly refers to all activities where attackers develop
their own substitute ML models with very similar functionality,
utilizing the existing model in MLaaS. In other words, based on an
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Figure 1: An anticipated application scenario of ML for EDA
model and the corresponding model extraction attack. The
vendor trains a model with circuit features and labels gen-
erated by EDA tools. Users are expected to take their own
circuit features as inputs to query their circuits’ quality. How-
ever, malicious users can take advantage of model outputs to
construct similar substitute models, without the costly label
generation process [3].

existing black-box model 𝐹 , attackers can train their own model,
named attack model 𝐹𝑎 , with a much lower cost. This malicious
attack is also referred to as model extraction. Although this attack
does not affect the function of the original MLaaS, the attack model
𝐹𝑎 poses an obvious threat to the competitive advantage and busi-
ness value of the original model 𝐹 . But this potential threat to model
providers is rarely studied until recently.

3.2 Attack Method on Model Competitiveness
For attackers who hope to build their own attack model 𝐹𝑎 in sce-
nario S1, they can actually greatly benefit from an existing trained
ML model by accessing it as a black box. Our most recent work [3]
studies this attack and validates that it can jeopardize the devel-
opment and commercialization of ML models for EDA in scenario
S1. Fig. 1 shows the anticipated scenario of this attack. Attackers
can query the existing ML model with their own circuit features to
generate predicted circuits’ quality. Attackers then train their own
substitute model using predictions as pseudo-labels. In this way,
attackers skip the label generation process, which is the most time-
consuming step in the development of ML models in EDA, since
this requires extensive usage of EDA tools. By skipping the label
generation, the model construction process will be much easier for
malicious attackers.

In this scenario, the attacker has two goals: 1) Maximize the
accuracy of his own substitute ML model. Ideally, the accuracy of
this substitute/extracted model should approach the target victim
model. However, since the victim model may produce false pseudo-
labels due to the model’s imperfection for unseen data, it could
actually mislead the attack model. Therefore, an accuracy gap is
expected. 2) Minimize the number of queries to the victim model
during the training process. In practice, model vendors (i.e. the
victim) may charge users per query or set a hard limit to prevent
potential attacks. Therefore, minimizing queries leads to a higher
attack efficiency.

When the number of queries is restricted, querying the victim
model with appropriate data is essential to the attacker model’s
final performance. This work [3] proposes an information-based
iterative data selection method to progressively select data that
could give the most training enhancement to the attacker model.

2
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Figure 2: Overview of the information-based iterative data
selection method. The attacker iteratively queries the victim
model by high-informative unlabeled data according to the
current attacker model. After meeting the query budget, the
attacker uses the current model to label the rest data and
train the final model with the whole pseudo-label dataset [3].

This attack method is shown in Fig. 2 [3]. In each iteration,
it performs two major operations: 1) iterative data selection, 2)
self-training method. Iterative data selection progressively selects
high-informative data corresponding to the attack model in the
current iteration until meeting the query budget. Then self-training
method updates the attack model by training with both victim-
model-labeled data and unlabeled data.

The method first queries the victim model with random samples
from different circuits and uses their pseudo labels to train an
initial attack model. Based on this attack model, it enters the loop
of iterative data selection and model updating. In each iteration, for
each unqueried data sample, it estimates its amount of information
by the entropy in the prediction from the attack model. A prediction
with high entropy reflects the attack model’s uncertainty on this
prediction. That is, the model lacks knowledge of this input sample,
and thus pseudo-labeling this sample can potentially maximally
enhance the attack model. This policy is similar to the concept of
active learning.

3.3 Experiment on Model Competitiveness
Attack

The attack method is evaluated with the routability prediction
task. ML models detect the locations of DRC violations before
routing. Table 2 shows the accuracy of the original victimmodel and
the substitute attack model. This experiment assumes the attacker
does not know the actual model architecture of the victim model.
According to Table 2, the accuracy of the attack model can get very
close to or even slightly better than the victim model. Remember
that the attacker does not need to generate any label. It indicates
an obvious threat of the attack on model competitiveness. More
detailed results about the sampling algorithm’s efficiency in this
attack are given in the original paper [3].

4 ATTACKS AGAINST ML PERFORMANCE
4.1 ML Performance Attack Overview
Many other malicious attacks target affecting the performance of
existingMLmodels. Some prior works [17, 19, 41] studied the attack
on the performance of CNN-based lithography hotspot detectors.

Table 2: Routability prediction results with unlimited access
to victim model [3]. Since attacker may not know the victim
ML model architecture, two different ML models [4, 32] are
applied for victim and attacker.

Models & Methods ROC-AUC ROC-AUC

Victim 0.892 [32] 0.871 [4]
Proposed attack method [3] 0.880 [4] 0.875 [32]

There are multiple types of malicious attacks on the performance
of ML models. A well-studied type is adversarial attack, where
attackers modify the model input by very small but deliberate
alterations, named adversarial perturbation. In this way, attackers
introduce their desired misleading ML inference result, without
being noticed by potential victims.

The work of [19] presents a realistic scenario of adversarial
attacks on ML models targeting lithography hotspot detection. Cur-
rently, using a CNN-based hotspot detector, the designer can quickly
ascertain if a layout with third-party macros is printable. To pass
off sub-par designs as high quality, malicious third-party vendors
may selectively modify their layouts to steer the detector to mis-
classify hotspot regions as non-hotspot. That is, attackers can hide
hotspots in their low-quality macros by introducing adversarial
perturbations.

Besides adversarial attacks, poisoning attack is also threatening.
It inserts backdoors in ML models by poisoning the training data.
A common poisoning mechanism is to insert a secret trigger into
the features and coax ML models to unknowingly learn the secret
trigger as a pattern of the attacker’s target label. The work of [17]
demonstrates success poisoning attacks on lithography problems.

4.2 Attack Method on Model Performance
Adversarial attacks are based on the generation of adversarial sam-
ples as model inputs. The most fundamental attack method is fast
gradient sign attack (FGSM) [7]. For attacks without a specific tar-
get, it perturbs the input features 𝑋 towards the direction that
maximizes the error between prediction 𝐹 (𝑋 ) and the correct label
𝑦. To avoid the attack being perceived by victims, the perturbation
is often constrained with a maximum perturbation amount.

For EDA applications, the attack scenario and algorithm can be
quite different. For example, when targeting lithography hotspot
detectors [19], instead of perturbing every pixel, the perturba-
tion, in this case, can be inserting or deleting shapes of artificial
sub-resolution assist features (SRAFs) on layouts. Also, the lay-
out after the perturbation has to remain legal and DRC violation
clean [19, 41]. Fig. 3 shows this special scenario for lithography
tasks. Compared with the well-studied traditional pixel-level at-
tack, this largely different attack constraint leads to different attack
algorithms [19, 41] in EDA applications. The potential attackers
are low-quality IP/macros providers who wish to hide lithography
deficiencies in their design or maliciously sabotage the downstream
manufacturing process.

In ML for EDA, adversarial attacks are threatening to ML models
targeting lithography problems, where circuit layouts as inputs
can easily come from malicious third-party providers. In compari-
son, for models supposed to be deeply incorporated and coupled
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Figure 3: Malicious IP vendors may use adversarial perturba-
tions to hide hotspots in immature designs. Designers using
an unrobust ML-based hotspot detector for printability veri-
fication may suffer from a great loss at the tapeout stage due
to hidden hotspots [26].

with existing design flows, in practice, it will be more difficult for
attackers to insert their perturbations into model inputs.

In addition, although we introduce adversarial attacks by as-
suming attackers have access to white-box model 𝐹 with known
weights, actually they can also be applied to black-box scenarios. In
this case, the adversarial samples can be generated based on certain
surrogate models with similar functionality. These samples are still
effective after transferring to the black-box target model 𝐹 .

Besides adversarial attacks, poisoning attacks target the model
training stage. Take the same lithography problem as an example,
to hide lithography deficiencies, malicious insiders can stealthily
introduce a backdoor into lithography detectors by providing poi-
soned training data with backdoor ‘triggers’. The detector is thus
trained to link the trigger with a non-hotspot label. If this detector
is adopted and deployed, any attackers knowing the backdoor can
pass off a low-quality design as ‘hotspot-free’ by inserting the trig-
ger in their own layouts [17]. Recent studies [18] show that this
poisoning attack on lithography can be defended by diluting the
intentional bias from triggers with data augmentation strategies.

4.3 Defense Method on Model Performance
To cope with potential adversarial attacks in ML for EDA, a most
recent work [26] presents a robust ML-based lithography hotspot
detector. It proposes an innovative regularization-based defense
method named DRC-guided CURE. The CURE stands for a tech-
nique called curvature regularization [25]. It minimizes the curva-
ture of the training loss to achieve robustness against adversarial
attacks. To minimize the curvature of the loss function with respect
to input sample𝑋 , the CURE regularizer should penalize large eigen-
values of the Hessian 𝐻 of the loss function at the input sample,
since the eigenvalues correspond to the amount of curvature at the
direction of their corresponding eigenvectors. After approximation
and simplification, the existing CURE regularizer is formulated as
below [25]:

𝐿CURE (𝑋 ) = | |∇ℓ (𝑋 + ℎ𝑧) − ∇ℓ (𝑋 ) | |2, (1)

where the step 𝑧 simply equals the sign of the gradient with nor-
malization 𝑧 = sign(∇ℓ (𝑋 ))/| |sign(∇ℓ (𝑋 )) | |, and the ℎ controls
the scale of this step. The rationale behind the choice of this step 𝑧
is that it targets robustness against ℓ∞-constrained perturbations.
However, the ℓ∞ constraint does not hold in adversarial pertur-
bations to lithography hotspot layouts. This CURE method needs
customization for the lithography attack scenario.

Vanilla AT CURE Guided
CURE

Original Accuracy 0.743 0.690 0.820 0.850
After-Attack Accuracy 0.438 0.595 0.630 0.690
Attack Success Rate 0.408 0.440 0.231 0.188

Table 3: Comparison of hotspot accuracy before and after
adversarial attacks when different defense methods are ap-
plied. Here, AT denotes adversarial training [26].

To improve the existing CURE method, this work [26] further
analyzes and utilizes the regions that are potentially vulnerable to
adversarial perturbation attacks. Potential perturbations include the
insertion of new fraudulent SRAFs and the removal of preexisting
SRAFs. The insertion of new SRAFs should remain DRC-clean and
keep aminimum distance from existing polygons. These constraints
enable the calculation of the potential adversarial attack regions.

Based on the calculation of attack regions, this work re-designs
the CURE-based regulation term and proposes the DRC-guided
CURE. The step function 𝑧 in the aforementioned CURE function
can be rewritten as a DRC-guided step 𝑧′ = (𝑚𝑖 − 𝑚𝑟 )/| |𝑚𝑖 −
𝑚𝑟 | |, where𝑚𝑖 is the binary mask of the region for potential SRAF
insertion (positive sign in 𝑧′) and 𝑚𝑟 is the binary mask of the
region for potential SRAF removal (negative sign in 𝑧′). It replaces
the step function 𝑧 in Equation 1 with this new function 𝑧′. In this
way, the defense algorithm is customized to this special type of
attack in lithography.

4.4 Experiment of Defense Method on Model
Performance

The effectiveness of this new DRC-guided-CURE method [26] is
compared with both existing vanilla models and other baseline
defense algorithms. The baseline defense algorithm first includes
the plain CURE method. Another baseline defense algorithm is
adversarial training (AT), which directly trains the ML model with
adversarial-attacked samples. All model architectures are controlled
to be the same as prior work [40].

Table 3 [26] compares the performance of the proposed DRC-
guided-CURE method and three other baselines. It evaluates 1)
average accuracy before attack, 2) average accuracy after attack,
3) the attack success rate. The accuracy in Table 3 actually means
the recall or true positive rate value. The guided-CURE training
method achieves better accuracy both with and without adversarial
attacks. The better accuracy is also verified by the lower attack
success rate in Table 3.

Fig. 4 further shows the visualization of two adversarial at-
tack examples on both the vanilla model and DRC-guided robust
model [26]. Their difference is obvious. To fool the vanilla model, it
only requires three fraudulent SRAF insertions in Fig. 4(a) and one
preexisting SRAF deletion in Fig. 4(c). In comparison, the model
trained with DRC-guided-CURE method is much more robust. It
takes dozens of SRAF insertions or deletions to fool such a robust
model in Fig. 4(b) and Fig. 4(d). It shows the higher robustness of
this solution.

5 UNRELIABILITY IN ML PERFORMANCE
5.1 Model Unreliability Overview
We have discussed security concerns in ML for EDA caused by
malicious attacks. In addition, the model reliability concern is also
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(a) Fooling the vanilla model. (b) Fooling the robust model.

(c) Fooling the vanilla model. (d) Fooling the robust model.

Figure 4: Two examples of adversarial perturbations required
to fool theML-based lithography hotspot detector before and
after DRC-guided CURE defense. (a)(b) Example one. (c)(d)
Example two. Here, green blocks denote inserted fraudulent
SRAFs, and red blocks denote deleted preexisting SRAFs [26].

worth attention. This challenge is reflected by unexpected model
accuracy degradation on new test samples.

In practice, model developers often overestimate their models.
It is a fallacy to believe ML models will always provide the same
level of accuracy demonstrated in validation when it is eventually
deployed “in the wild” for real applications. In many ML for EDA
works, the held-out validation/test dataset for accuracy evaluation
may be an insufficient representation of real model inputs. Such
validation data is often too similar to the training data, since they
are usually collected in a similar way, from similar designs, and
using the same technology node and design flow. But currently,
there are no techniques that support developers/users to know
for which type of new test circuits, their ML model is no longer
applicable. To the best of our knowledge, there is no systematic
study on this topic. As a result, users cannot safely trust any ML
model in EDA. It affects all scenarios mentioned in Table 1 and may
become a major obstacle that prevents a wide application of ML in
EDA in the future. Although this challenge is not caused by any
malicious attackers, but can be serious due to two properties.

First, huge heterogeneity may exist between training and testing
data samples, because of the large difference among circuits due to
functionality, micro-architecture, and technology node. Some test-
ing samples can be largely different from existing training samples,
inevitably leading to accuracy degradation in these samples.

Second, it is very difficult for users to detect unexpected accuracy
degradation on new testing samples. It requires ground-truth labels
to be collected, which is highly time-consuming and inherently
against the purpose of adopting ML models. Also, undetected accu-
racy degradation can lead to much less optimized design solutions
or even chip failure, causing serious income loss for users from
design companies.

Figure 5: Generated model focus elements (in green) for
lithography hotspot detection. All displayed samples have
a hotspot (label is positive). Ground-truth hotspot locations
are all centered in a red square, and this is confidential.

5.2 Solution from Model Interpretability
This paper proposes to address this model reliability challenge by
improving the interpretability of existing ML solutions. It means
explaining each ML prediction by indicating where the ML model
is focusing in each input sample. Such focus region denotes the key
part of an input sample that has an obviously larger impact on the
ML prediction.

For an input sample𝑋 ∈ {0, 1}𝑤×ℎ , we can extract a local region
𝑥 ∈ 𝑋 from it, with the remaining parts denoted as 𝑋 − 𝑥 . After
the extraction, we can generate model predictions on the selected
part as 𝐹 (𝑥) and the remaining part as 𝐹 (𝑋 − 𝑥). The target is to
extract the focus region 𝑥∗ ∈ 𝑋 that has the maximum impact on
the ML prediction. We propose two metrics to evaluate such impact.
Assume 𝑋 is a positive test sample with 𝐹 (𝑋 ) > 0. First, when
the part 𝑥 is presented to the ML model alone, the prediction 𝐹 (𝑥)
should remain a large positive number. Second, after removing 𝑥 ,
the prediction on the remaining part𝑋 −𝑥 should drop significantly,
perhaps to a negative number. It means the target focus region 𝑥∗

should maximize 𝐹 (𝑥) and minimize 𝐹 (𝑋 − 𝑥). In addition, we try
to minimize the size of the extracted 𝑥 , denoted as 𝑆 (𝑥). The target
focus region 𝑥∗ is defined as 𝑥∗ = argmax𝑥∈𝑋

𝐹 (𝑥 )−𝐹 (𝑋−𝑥 )
𝑆 (𝑥 ) . This

target function can be viewed as the impact per unit area.

5.3 Experiment on Model Interpretability
Fig. 5 shows our preliminary results on the generated model focus
elements 𝑥∗ (in green) of an accurate ML model for the lithography
hotspot detection task. According to the definition, the model pre-
dicts these samples as positive mainly because of these model focus
elements. From the ML model’s perspective, green elements are
major contributors to hotspots. In comparison, the ground-truth
hotspot locations are all centered in a red square, and this infor-
mation is confidential to the model. As Fig. 5 shows, the generated
model focus elements (in green) and real hotspot regions (in red
box) overlap surprisingly well. We thus know the model is focusing
on correct patterns.

With such an improvement in model interpretability, experi-
enced users can inspect a prediction before trusting it. For example,
users can check whether the model is making predictions based
on correct input patterns. It thus helps to avoid unexpected wrong
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predictions on new test samples. By identifying major contributors
(i.e. focus region) in input samples, this method can also enable the
detection of backdoor triggers.

6 CONCLUSION
In this paper, we present the latest research advances regarding
security and reliability concerns in ML for EDA tasks. They include
an effective attack method for model extraction, a defense method
for the model-performance attack, and a solution to the model
unreliability problem. In the future, we will continue to explore
more customized attack and defense methods with more in-depth
experiments in ML for EDA.
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